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Abstract—In this paper, we consider a semi-supervised approach to the problem of track classification in dense 3D range
data. This problem involves the classification of objects that have
been segmented and tracked without the use of a class model.
We propose a method based on the EM algorithm: iteratively
1) train a classifier, and 2) extract useful training examples
from unlabeled data by exploiting tracking information. We
evaluate our method on a large multiclass problem in dense
LIDAR data collected from natural suburban street scenes. When
given only three hand-labeled training tracks of each object
class, semi-supervised performance is comparable to that of the
fully-supervised equivalent which uses thousands of hand-labeled
training tracks. Further, when given additional unlabeled data,
the semi-supervised method outperforms the supervised method.
Finally, we show that a simple algorithmic speedup based on
incrementally updating a boosting classifier can reduce learning
time by a factor of three.

I. I NTRODUCTION
While the areas of robot control, navigation, and mapping
still have important unsolved research topics, there generally
exist reasonable solutions which can handle real-world robotic
problems in this areas. One gaping hole in this robotic software
suite is perception. To achieve a greater degree of autonomy,
robots need functional object recognition.
In this paper, we consider a decomposition of the object
recognition problem into segmentation, tracking, and track
classification components. In particular, we consider modelfree segmentation and tracking, i.e. that which works without
a class-specific tracking or segmentation model. A solution to
the track classification problem would reduce object recognition to a segmentation and tracking problem. There are many
ways to think about the object recognition problem, but, as
we will show in this paper, this decomposition enables us to
greatly reduce the burden of the training process via semisupervised learning.
In general, model-free segmentation and tracking is hard to
come by. However, depth information such as that provided
by a LIDAR sensor or stereo camera with projected texture
can provide useful depth segmentations in some contexts. We
focus our experiments on the autonomous driving scenario,
where depth segmentations in LIDAR data are frequently
correct because the objects of interest actively avoid collision
with the environment. We expect the results in this paper to
be useful in any situation in which model-free segmentation
and tracking are available, and perhaps can be built upon to
develop methods for those cases in which they are not.
The approach we take is based on the distinction between
track classification, i.e. classifying a sequence of segmented

Fig. 1: A machine learning classifier which correctly recognizes several frames of a track of a bicyclist can infer that
the remaining frames also are of a bicyclist. This enables the
addition of new, useful training examples that include changes
in pose (as above), occlusion level, and viewing distance.

LIDAR point clouds of an object recorded over time, and
frame classification, i.e. classifying a single segmented LIDAR
point cloud of an object at a single point in time. The process
iterates between two steps: first, a frame classifier is trained
on a given training set, and second, track classification is run
on an unlabeled set to find new training examples. Because
the track classifier uses the frame classifier as a component,
improvements in the frame classifier result in better track
predictions on the next iteration.
A naı̈ve implementation of this which ignores the tracking
information makes little progress, as the training examples that
get added - the ones the frame classifier is most confident
about - are by definition not those that would be most useful
in the training process. Using tracking information, a machine
learning algorithm can automatically find new, useful training
examples that improve classifier accuracy. See Figure 1 for an
example.
This approach may seem inapplicable to rigid object classes
such as cars, but, perhaps surprisingly, is effective here as
well. As an example of one reason this might be the case,
consider a system that correctly recognizes an SUV as ‘car’
but fails to recognize a truck as ‘car’. Because the front of
these two vehicles look so similar, a track which contains
mostly frames of just the front of a truck because of occlusion
might be classified correctly; then the unoccluded frames of
the truck can be automatically added to the training set with
the correct label. Our experiments bear out the hypothesis that
the proposed method works for rigid object classes such as
cars.
Tracking errors, such as when an object is temporarily
segmented together with some other object or when the tracker
jumps from one object to another, are a strong potential
cause of failure in tracking-based semi-supervised learning.

Fig. 2: An example tracking error in which a track jumps from
a bush to a car to a pole. In practice, a tracking-based semisupervised learning algorithm must be able to handle some
level of inconsistent tracks such as this one. The unlabeled
set used by the semi-supervised learner of this paper includes
tracks such as these.

In practice, they are often difficult to avoid; see Figure 2
for an example. However, we show empirically that, while
inconsistent tracks certainly exist in our unlabeled dataset, the
proposed method is able to learn effectively.
We use a variant of boosting in our experiments that makes
it easy to work with multiple high-dimensional descriptor
spaces and allows for intuitive incremental updating of the
classifier. However, we expect the general message of trackingbased semi-supervised learning to apply to many different classifier types whenever model-free segmentation and tracking is
available.
The primary contribution of this paper is to show that
tracking-based semi-supervised learning is a highly effective
method of training object recognition systems with a very
small amount of hand-labeled data. In a multiclass track
classification experiment on real-word data collected from
unstructured, unstaged environments, we show that three handlabeled training examples of each class can be used to train
a classifier that performs comparably to the fully-supervised
equivalent. Additionally, we develop an extension to the basic
algorithm which uses incremental training of a boosting classifier to increase the speed of the learning process by a factor
of three.
Related work is deferred until after the discussion of our
approach.
II. A LGORITHM DETAILS
A. Tracking-based semi-supervised learning
The distinction between track classification, in which a
prediction is made for an object tracked over time, and
frame classification, in which a prediction is made for an
object at a single point in time, is essential to our approach.
Track classifications are generated by combining the outputs
of the frame classifier across an entire track. A confident
classification of a track allows many individual frames, some
which the frame classifier may currently get wrong, to be
added to the training set.

Tracking-based semi-supervised learning is initialized with
a small set of hand-labeled seed tracks and a large set of
background tracks. Fortunately, labeled background objects are
often freely available - in our case, by collecting tracks of objects in areas known to have no pedestrians, bicyclists, or cars
in them and automatically labeling them all as background.
The semi-supervised learning procedure, which bears a
strong resemblance to hard-EM, is outlined in Algorithm 1.
Hard decisions, i.e. assigning a label rather than a probability
distribution, are made about each unlabeled track at each
iteration of the algorithm, but they are remade each time. Only
non-background classes are inducted into the working set W
because, in the initial stages, nearly everything in the unlabeled
set will be confidently classified as background. Initially, the
classifier will recognize only those tracks that look extremely
similar to the seed tracks. As the algorithm proceeds, its
knowledge of what each class looks like will slowly spread
to more distant (in terms of the descriptor space) examples.
The procedure converges when the number of inducted tracks
levels off.
Algorithm 1 Tracking-based semi-supervised learning
τ is a confidence threshold chosen by hand
S is a small set of seed tracks, labeled by hand
U is a large set of unlabeled tracks
B is a large set of background tracks
W := S ∪ B
repeat
Train frame classifier C on W
W := S ∪ B
for u ∈ U do
Classify track u using C
c := confidence(u)
l := classification(u)
if c ≥ τ and l 6= “background” then
Add u to W with label l
end if
end for
until converged

B. Frame classification
We now consider a particular implementation of Algorithm 1. We note that the general method is likely effective
for many specific implementations.
The frame classifier C of Algorithm 1 is implemented by
a boosting classifier. Boosting is a procedure for combining
the predictions of many relatively inaccurate weak classifiers
into a single higher-accuracy prediction. In our case, the
weak classifiers encode simple rules about the various frame
descriptors, such as “a very wide object is unlikely to be a
pedestrian” or “an object that looks like this one from the top
is likely to be a car”.
We use a variant of GentleBoost [7] and JointBoost [22] for
frame classification. As in JointBoost, the weak classifiers are

shared across the three 1-vs-all classification problems; unlike
JointBoost, since we do not consider problems with extremely
large numbers of classes, we force all weak classifiers make
predictions for all 1-vs-all classification problems. To simplify
the notation, the following discussion will consider only single
class problems. The extension to multiclass is straightforward.
In the following, each training example is a pair (ym , zm ) where
ym ∈ {−1, 1} is the class label and zm is a set of descriptors.
The set zm includes a total of 29 descriptors which encode
various aspects of object appearance: oriented bounding box
size, 4 different parameterizations of spin images [8], and
24 different parameterizations of the histogram of oriented
gradients [5] descriptor computed on virtual orthographic
camera intensity images [21].
Boosting provides a stagewise additive solution to the
optimization problem
minimize
H

1
exp (−ym H(zm )) .
M∑
m

Pedestrian

Bicyclist

Background

(1)

The strong classifier H is defined as a sum of the weak
classifiers hk for all k ∈ {1, 2, . . . , K}, i.e.
H(z) = ∑ hk (z).
k

Our weak classifiers take the form
(
ak
hk (z) =
0

Car

if || fk (z) − xk ||2 < θk
,
otherwise

where fk (z) chooses a particular descriptor in the set z, and
xk is a descriptor in the same space as fk (z).
Geometrically, this means that a weak classifier makes a
prediction ak about a descriptor fk (z) if the descriptor falls
within a ball of radius θk centered at the point xk . The response
value ak is positive if the weak classifier predicts the descriptor
to be of class 1, and negative otherwise; |ak | is the confidence
of the prediction. More details on this system can be found in
[21].
Classifier training proceeds as normal in boosting. Learning
of weak classifiers ends when the objective function (1) value
crosses a threshold.

Fig. 3: Example segmented objects from the dataset.

Set
Training
Testing
Total

Car
904
847
1751

Number of tracks
Pedestrian
Bicyclist
205
187
112
140
317
327

Background
6585
4936
11521

All
7881
6035
13916

Set
Training
Testing
Total

Car
92255
59173
151428

Number of frames
Pedestrian
Bicyclist
32281
31165
22203
25410
54484
56575

Background
532760
530917
1063677

All
688461
637703
1326164

TABLE I: Breakdown of the dataset by class. Tracks were
collected from busy streets and intersections. In the experiments, the fully-supervised baseline was given all the labels
in the training set; the semi-supervised method of this paper
was given three hand-labeled training examples of each class,
approximately 3000 automatically-labeled background objects,
and the remainder of the training set without labels.

assumption, and another application of Bayes’ rule, we have
P(Y = 1|z1:T )
P(Y = −1|z1:T )
P(z1:T |Y = 1)
= L0 + log
P(z1:T |Y = −1)

L (z1:T ) = log

T

C. Track classification
Track classifications are computed by applying a normalized
discrete Bayes filter to the frame classification outputs. We
P(Y =1|z1:T )
desire an estimate of L (z1:T ) = log P(Y
=−1|z1:T ) , the log odds
given all the information known about a track. Expanding
this term out using Bayes’ rule, a conditional independence

= L0 + ∑ log
t=1
T 

P(zt |Y = 1)
P(zt |Y = −1)

P(Y = 1|zt )
= L0 + ∑ log
− L0
P(Y = −1|zt )
t=1

T 
f0 + ∑ H F (zt ) − L
f0
≈L
t=1



(2)
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Fig. 4: Test set performance of the semi-supervised method
approaches fully-supervised performance. Each epoch is one
iteration of the main loop in Algorithm 1. We report results
on the natural distribution of object classes found in the real
world; classifying everything as background results in 81.8%
correct. See Figure 5 for per-class performance details.
P(Y =1) f
where L0 is the log prior odds log P(Y
=−1) , L0 is its empirical
estimate from the training set, and H F denotes the frame
classifier. Boosting classifiers naturally output an estimate of
P(Y =1|z1:T )
1
2 log P(Y =−1|z1:T ) due to the exponential loss function, so we
assume here that the frame classifier outputs are adjusted
appropriately.
f0 gets overwhelmed as track size inHowever, in (2), L
creases. This is undesirable in practice and reflects the convenient but incorrect assumption that consecutive frames in
a track are conditionally independent given their label. As in
[21], we instead use the normalized discrete Bayes filter

T 
f0 + 1 ∑ H F (zt ) − L
f0
L
T t=1

to compute track classifications.
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Fig. 5: The confusion matrix produced by the fully-supervised
baseline (top) is closely matched by that of the semisupervised method (bottom). Quantities in each cell are numbers of test set tracks. Final accuracies of the methods are
98.7% and 98.3%, respectively.

III. E XPERIMENTAL RESULTS
A. Dataset
We evaluate our method using the Stanford Track Collection
[20], a dataset of about 13,000 tracks (a total of about 1.3
million frames) extracted from natural, unstaged suburban
environments with a dense LIDAR system mounted on a
car. Data was recorded while driving and while parked at
busy intersections with many people, bicyclists, and cars. See
Figure 3 for some examples of what objects look like in such
data. Motion of the car was offset using a high accuracy
GPS/IMU system.
The dataset is split approximately in half into geographically
separate training and testing sets. Details on dataset size
can be found in Table I. The baseline supervised method is
given the training set with all labels; semi-supervised methods
are given three hand-labeled training examples of each class
(S from Algorithm 1), approximately 3000 automaticallylabeled background objects (B), and the remainder of the

training set without labels (U). Segmentation and tracking
problems are out of the scope of this paper, so test results
consider only consistent tracks; otherwise errors due to bad
segmentation or tracking would confound the errors made by
the track classifier.
Importantly, the set U contains all tracks that were extracted
from the environment, including those that have tracking and
segmentation errors. This means the semi-supervised methods
discussed in this paper must be robust to some inconsistent
tracks, as would be required in the practical application of a
system built on them. Inconsistent tracks are typically due to
tracking errors, such as that shown in Figure 2, and transient
segmentation errors. Such inconsistent tracks make up about
11% of the cars, pedestrians, and bicyclists in the dataset.
Track extraction details can be found in [21]; they are not
critical to the results presented here. The extraction process

D. Accuracy as a function of amount of unlabeled data
To analyze the effect of the amount of unlabeled data on the
final semi-supervised performance, we varied the amount of
unlabeled data provided, ran the algorithm to completion, and
recorded the final accuracy. Results are shown in Figure 7. In
this experiment, we provided about 4000 additional unlabeled
tracks to the semi-supervised method beyond those used in
Section III-B and show that the semi-supervised method, with
three hand-labeled tracks of each object class, can equal or
outperform the fully-supervised one.
Two major sources of error must be considered in an
analysis of this sort. First, individual log files used for unlabeled data can have widely disproportionate numbers of
objects from each class. Second, it is not uncommon for
there to exist several separate tracks that correspond to the
same real-world object that become fully occluded and then
reappear. Randomizing the order of tracks presented could
incorrectly make it appear that additional data fails to increase
performance when it is actually because this additional data is
nearly identical to data already seen. To address these sources
of error, unlabeled training examples of each class were added
proportionally to their representation in the full unlabeled set,
and they were added in the order that they were seen by the
sensor platform. As before, the baseline classifier was allowed
the same number of weak classifiers as the maximum amount
used by the semi-supervised method.
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Fig. 6: Ignoring tracking information (top) results in the
learning algorithm adding training examples into its training
set with incorrect labels. Using tracking information (bottom),
these errors are largely avoided.
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C. Comparison with non-tracking method
To confirm that the tracking information is essential to
this approach, we tested the obvious alternative of running a
semi-supervised method the same as that in Algorithm 1, but
which inducts frames rather than entire tracks. Induction plots
for the two methods are shown in Figure 6. Without using
tracking information, the semi-supervised learning algorithm
can only add new training examples which the classifier is
already confident about. As it adds training examples closer
to the boundaries between classes, errors are introduced and
the accuracy of the inducted frames drops. The final test-set
accuracy of the non-tracking method is 93.5%, compared to
98.3% when using tracking information.

Inducted (total)
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160000

Number of tracks

B. Comparison with fully-supervised baseline
The core result of this paper is shown in Figure 4. The
semi-supervised learning method of Algorithm 1 was run
with three hand-labeled training examples of each class and
produced final test-set accuracy comparable to that of the fullysupervised equivalent. Confusion matrices for the two cases
are shown in Figure 5. To ensure a fair comparison, the baseline classifier was allowed the same number of weak classifiers
as the maximum amount used by the semi-supervised method.

180000

Final accuracy (%)

is essentially depth segmentation followed by Kalman filter
tracking of the extracted segments.
In all experiments, the induction confidence threshold τ was
set to 5 and the objective function threshold value for training
the frame classifier was set to 0.02, with a minimum of 1000
weak classifiers.

5
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Fig. 7: Tracking-based semi-supervised learning requires a
certain quantity of unlabeled data without which only little
progress can be made. Intuitively, the learning algorithm can’t
bridge the gap in descriptor space between two very different
examples of the same class without a sufficient quantity of
objects connecting the two.

E. Speedup with incremental training

Algorithm 2 Incremental training of a boosting classifier
f0 ≈ log P(Y =1)
Recompute the log prior odds L
P(Y =−1)
Reset the training example weights to be exp(−ym L0 )
for k ∈ {1 . . . K} do
Compute M 0 = {m : || fk (zm ) − xk ||2 < θk }
ak := (∑m∈M0 wm ym ) / (∑m∈M0 wm )
for m ∈ M 0 do
wm := wm exp(−ym ak )
end for
end for
Learn new weak classifiers until converged
The naı̈ve alternative - to resume training of a previous
boosting classifier without relearning the response values of
the weak classifiers - fails because many new weak classifiers
must be added to compensate for the mistakes that old weak
classifiers have made. In this case, the number of weak classifiers rises quickly, reaching 12,636 by epoch four, compared
to only 2,477 in the version of Algorithm 2, and this required
additional training makes the naı̈ve version too slow to be of
use. See Figure 8 for a comparison of the three methods. The
final accuracy of the accelerated version was unchanged.
F. Qualitative analysis
To obtain a qualitative understanding of how our method
performs, we drove the sensor platform on previously-unseen
streets, extracted all tracks in the environment, classified those
tracks using the semi-supervised learning algorithm described
in Section III-E, and projected the classification of those tracks
into aligned camera images of the area. Some examples of the
output are shown in Figure 9. We note that this is an example
of the full object recognition problem, whereas this paper
primarily addresses only the track classification subproblem.
Errors in tracking and segmentation result in object recognition
errors that are not reflected in the track classification results.
A video of these results can be seen at [1].
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The semi-supervised learning run of Figure 4 took approximately 25 hours to complete on a modern 12-core desktop.
About 7% to 1% (depending on how far in the learning process
the algorithm has gotten) of the time taken for each epoch is
spent searching for new training examples in the unlabeled
data; the rest is spent training the classifier.
To improve this, we consider incremental training of a
single boosting classifier rather than retraining from scratch
each epoch. When given a new training set, we wish to
first relearn the response values of all existing weak classifiers, then continue to learn new weak classifiers until the
objective function reaches the stopping threshold. We refer
to this method as CSSL-RR, for continuous semi-supervised
learning with response relearning. This procedure is described
in Algorithm 2.
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Fig. 8: The naı̈ve method of incrementally training the classifier (CSSL) is substantially slower than retraining from scratch
each iteration (SSL). Many new weak classifiers must be
learned to correct the mistakes of previous weak classifiers.
Using the procedure of Algorithm 2, i.e. relearning the weak
classifier response values before resuming the training procedure, however, provides a substantial increase in speed (CSSLRR).

IV. R ELATED W ORK
Machine learning methods can be broken down into two
broad categories: inductive methods, which learn a prediction
rule, and transductive methods, which make a prediction for
each example in a given dataset but can not (easily) produce
a prediction for an example outside the given dataset. Many
semi-supervised methods fall into the transductive category. As
we are interested in robotics applications in which predictions
on never-before-seen examples must be made in a timely
manner, we are most focused on inductive semi-supervised
methods.
Many methods of reducing the burden of labeling have been
explored as labeling is often a major task in the building of intelligent systems. Here, we briefly survey the broad categories
of these methods and mention a few specific examples that are
closely related to the work of this paper. Zhu [25] provides a
good survey of semi-supervised methods.
In transfer learning [15], data from one distribution is
used to improve the performance of a system on a different
distribution. In a recent example from the robotics literature,
Lai and Fox [11, 10] show that it is possible to use 3D models
from the Google 3D Warehouse to improve object recognition
in depth data.
Co-training [2] assumes that two conditionally independent
views of the same underlying data are available. Alternating
training and classification on the two different views allows
the learning algorithm to leverage large amounts of unlabeled
data. Perhaps surprisingly, co-training in the robotics literature
is scarce. In computer vision, Christoudias et al. [3] proposed
a variant of co-training that can improve multi-view object
recognition and audio-visual gesture recognition.
Self-supervised methods exploit the presence of a reliable

Fig. 9: Track classifications in LIDAR data projected into aligned camera data for visualization. Best viewed in color. Cars
are outlined in red, pedestrians in blue, bicyclists in green, and background in gray. Objects without outlines were not tracked.
Tracking and segmentation errors (beyond the scope of this paper) are the major cause of failures. A video of these results
can be seen at [1].

automatic labeling source inherent in the system to train a
classifier on a different data modality. For example, Dahlkamp
et al. [4] trained a vision-based road detection system for
autonomous driving on labels provided by a laser range
finder, significantly extending the range of road detection
while requiring no extra human supervision. Lookingbill et al.
[13] employed reverse optical flow and close range sensors
to automatically learn about the visual appearance of distant
obstacles. More recently, Wurm et al. [24] used a measure of
vibration as a source of self-supervision to train a laser-based
vegetation detector.
Unsupervised clustering methods can ease the labeling task
by grouping unlabeled examples. Triebel and Siegwart [23]
locate similar objects in dense 3D point clouds. Luber et al.
[14] track moving objects in line scanner data and perform
unsupervised clustering on the tracks.
Graph-based semi-supervised learning methods [26] construct a graph of labeled and unlabeled training examples
where edges encode the similarity of examples, typically
distance between examples in the descriptor space. These
methods have several appealing interpretations and are easy
to implement. Basic implementations, however, are inherently
transductive and scale cubically with the number of unlabeled
examples, though some progress has been made in improving
this, e.g. in the work of Liu et al. [12].
Other methods of generating useful label propagation be-

tween distant regions of the descriptor space also exist. For
example, Socher and Fei-Fei [16] use information from newspaper articles to inform image classification.
It is worth mentioning the related topic of discriminative
tracking, e.g. [9, 18, 19], in which semi-supervised methods are sometimes used to address the model-free tracking
problem. In contrast, we assume model-free segmentation and
tracking is given, and a semi-supervised method is used to
address the track classification problem. As one example of a
discriminative tracker, Kalal et al. [9] use a Lucas-Kanade
tracker to provide their discriminative tracker with image
patches that are known to be either the tracked object or
background.
Independent of the level of supervision, object recognition
using depth sensors has become a promising area of research.
Douillard et al. [6] use semi-supervised training of a CRF
to address semantic mapping of urban environments - that
is, point-wise classification into classes such as car, people,
foliage, grass, wall, etc. In contrast, the recent work of Spinello
et al. [17] considers track classification, as we do here, though
they use a fully-supervised approach. Additionally, they track
detections of objects made by classifiers, whereas we track
all objects provided by depth segmentation and classify the
resulting tracks. This last difference makes tracking-based
semi-supervised learning possible.

V. C ONCLUSION
In this paper, we have shown that tracking-based semisupervised learning given only three hand-labeled training
examples of each class can perform comparably to equivalent fully-supervised methods. We also show that a simple
algorithmic speedup based on incremental training of boosting
classifiers can increase the efficiency of learning by a factor
of about three.
Given the relatively high reliability of track classification
and ease of training, the primary performance bottleneck in
object recognition systems such as the one discussed in Section III-F is tracking and segmentation. This is encouraging.
Using the methods of this paper, the cost of scaling up an
object recognition system (in terms of trained human time)
could be very much lower than previously possible.
This system and other similar ones based on track classification, however, are entirely dependent on some relatively
reliable method of segmenting potential objects. In our case,
this role is filled by depth segmentations available due to
range finders and the cooperation of the environment. In
many other scenarios, such as object recognition in cluttered
indoor environments or using exclusively cameras, model-free
segmentation is not so freely available. It is an open question
as to whether methods such as the one proposed in this paper
can be adapted to such a scenario, but given the effectiveness
of the method it seems worthy of investigation.
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