


models (LLMs) [10, 15, 16, 44, 45] towards both high-level
task planning and skill instantiation. A standard approach is
to prompt foundation models with context including available
skills, object states, etc., and to use them to plan action
sequences either for long-horizon manipulation [4, 13, 25, 55]
or grounded exploration [29]. However, these works focus on
exploiting the commonsense reasoning capabilities of these
models [20, 34, 47], such as inferring a sequence of skills
that is feasible or user-preferred based on the provided visual
and semantic context. In the setting of feeding, we additionally
care about planningf cient skill sequences. Reasoning about
ef ciency and skill affordances in a few-shot manner remains
brittle and challenging for these models, due to hallucina-
tions [30] and a lack of priors about embodied agents. Instead,
we propose inferring the ef ciencies of skills separately, and
providing this as additional context to aid in planning.
Besides skill sequencing, several recent works show the
bene ts of using foundation models towards inferring the
parameters of low-level skills themselves, rather than data-
driven approaches to learning skill policies from scratch [7,
, 42]. Recent approaches include instantiating skills via code
skeletons generated by LLMs [26, 36], or implementing skills

parameterized by open-vocabulary object detectors [55, ]F(;ﬂ 2: We implement our skill library using a custom feeding utensil (adapted
from [48]) having two degrees of freedom for easy twirling and scooping at

key_point aﬁordan_ces from VLMs [ ] These gpproaches Na¥R end effector. We deploy the full feeding stack on three robots and two
mainly been applied to simple quasi-static actions such as pig#titutions: the 7-DoF Franka Emika Panda (top) and 7-DoF Kinova Gen 3

and place. We instead apply this paradigm towards estimat 'n‘ﬂﬁ)u"’r‘]tivitriﬂford University, and the 6-DoF Kinova Gen 3 (bottom) at
the visual state of food items, and using this to parameterize a Y
diverse library of skills such as twirling, scooping, and cuttingn a novel way towards personalized and ef cient bite sequenc-
User Preferences in Assistive RoboticsThe inclusion of ing. We rst give an overview of our custom system hardware,
user preferences in the design and operation of assistive robgn outline our approach to long-horizon bite acquisition, and
is essential for signi cantly enhancing user satisfaction [12]nally discuss integration of our method with existing bite
These preferences can be identi ed either implicitly througtiansfer frameworks [19, 28] for feeding of in-the-wild dishes.
data-driven methods or explicitly stated by users
Canal et al. [11] explor[e tllsk plaﬁningyadhering 2/0 user pEefgS‘r'— Hardware System
ences for an assistive shoe dressing experiment. However, theVe tackle a wide range of food categories in this work such
explore user speci cation only in form of post-hoc scoring oftS fruits, vegetables, noodles, meat, soft foods, dipping sauces,
executed actions which is restrictive for various safety critic@nd non-bite-sized items that require cutting. Many of these
applications. Madan et al. [40] propose training a hidddgods require specialized, dynamic manipulation strategies
Markov Model with user-demonstrated sequencing data for tHtat typical 6 or 7-DoF robots struggle with due to their
same meal collected over multiple days to learn preferred bit@ited workspace. We thus implement FLAIR on Kinova and
sequences, enhancing user satisfaction. However, this proof&nka robot arms equipped with a motorized feeding utensil
concept did not involve a robot-assisted feeding system andfi§unted at the end-effector, adapting the design from [43].
impractical to extend to the diverse meals an individual migfihe utensil contains a fork attachment and has two degrees of
consume. Recently, TidyBot [55] showcased that LLMs cdfeedom corresponding to the orientation of the fork tines and
summarize information from limited examples and extrapolatge tilt angle. This allows for directly controlling the utensil
general user preferences for determining the proper placet@perform dynamic movements like twirling and scooping,
put each object while tidying a room. However, their approachile the robot handles moving between waypoints in the
to task planning lacks consideration of additional metrics, su¥prkspace via Cartesian position control. We also use a wrist-
as efciency, which is crucial in our context of feeding gnounted RGB-D Realsense camera with a known end-effector
complete meal. FLAIR instead factors in both user preferent® camera transformation. This enables perceiving plates of
and acquisition ef ciency for long-horizon feeding. food and localizing food items in the 3D workspace. We note
that the same hardware was replicated on two different Kinova
IIl. FLAIR: EEEDING VIA LONG-HORIZON ACQUISITION  arms and one Franka Emika Panda, each with their separate
OF REALISTIC DISHES fork attachment and sensors across two different institutions
In this section, we present FLAIR, a system for feedinffetailed in Appendix), demonstrating the reproducibilty of
complete meals which combines existing foundation modeadsir method and hardware ( ).



B. Long-Horizon Bite Acquisition Framework obtain from VLMs provide a useful way to parameterize food

With access to a hardware platform that supports dexterdfignipulation skills, which we split intacquisitionand pre-
food manipulation strategies, our goal is to plan and exectpgquisitionskills. visualizes all skill parameterizations.
long-horizon bite sequences that cater to a user's preferencg) Acquisition skills: Acquisition skills refer to those that
while ef ciently feeding a meal. pick up food, such as skewering a food item, twirling a pile of

Problem Formulation. We assume access to an RGB-D platBoodles, scooping a soft pile of food, or dipping an item to coat
image observation; 2 O = RY *H** of width W and height it in sauce. We parameterize them as follows, assuming access

H., and an optional natural language instructigpr from the 10 @ segmentation masky for the item of interest:

user, representing their preferred feeding strategy at a hi¢’

level (i.e., prer = “Feed me alternating bites of X and Y”
or “Only feed me X”). X and Y can denote an arbitrary fooc
item semantic label (i.e. “spaghetti”, “strawberry”, “caramel”

or category (i.e. “noodles”, “fruit”, “sauce”).

of N skills that the robot can use to manipulate food item
Each skill '(p) represents a parameterized manipulatic
primitive that takes in parameters and outputs low-level
motor commands. We represent a low-level action at time
bya: = (X;y;z; ;; ), where(x;y;z) denotes the position
of the feeding utensil tip, and denote pitch and roll of
the utensil respectively, and denotes the robot's end effector
roll angle. Thus, the output of any skill is a sequenceTof

the particular strategy. For instance, a skewering skill may ta
the position and orientation of a desired food item as inpt
and output a trajectory that skewers the item of choice. O
goal is to plan and execute a sequence of parameterized sl

user-preferred bite acquisition, wheke is the total number
of skills to execute to complete feeding a plate gpdrefers
to the parameters of skill, 2 L.

State Representations for Food. Our approach ad-
dresses the main challenges in long-horizon bite a
quisition—parameterizing low-level skills and sequencin
them—~by integrating state-of-the-art visual-language mode
We use visual state estimates and semantic features of f
items to guide skill parameterization and sequencing.

For a given plate observatiom; at time t, we rst
query GPT-4V [3] in a few-shot manner to recogniz
which food items are present. We prompt the mod
with a few in-context examples of plate images and the
corresponding ground truth food item semantic labels, ai
ask the model to complete the prompt for the test image

o skewel(Xc;Ye; Ze; ): We detect the centroid ah{ and
deproject this 2D pixel coordinate to a 3D coordinate
(Xc;Ye; Zc) representing the center of a food item in
the robot's frame of reference. We also estimate the
major axis orientation of an item fromm! analytically.
Following [18, 51], we bring the utensil above the the
food item center with = 90° + and execute a swift
downward trajectory skewering perpendicular to the main
axis of the item. This encourages the tines of the fork to
pierce the item. If the tines align parallel to the item's
major axis, they may run along its longer length and miss
the shorter breadth due to slight calibration challenges,
leading to unsuccessful skewering.

o twirl (Xg;Ya;Zg; ): We adopt the parameterization from
VAPORS [57], a Tong-horizon system for noodle acquisi-
tion. Speci cally, we twirl noodles by bringing the fork to
the sensedensespile (xq4; Yq; ) On the plate, estimated
via 2D Gaussian ltering onm!, and with identical
to the parameterization for skewering (orthogonal to the
major axis of the noodle pile sensed via a pose estimation
network from [52]). We actuate the roll joint of the fork
to complete two full twirls, wrapping noodles on the fork.

o SCOO[(Xs;VYs; Zs; Xd; Yd; Zg): The fork starts with tines
horizontal to the plate and scoops from tkparsest
region(Xs;Ys; Zs) to the densest regiaixq; Yd; Z4) on the
plate, up to a pre-de ned maximum distance empirically
selected to pick up a bite-sized amount. We de ne the
sparsest region as the point on the boundary of the food
item maskm! that is furthest from the densest region,
with the condition that the line connecting these points is
not intersected by other food items, such as toppings.

o dip (Xc;VYe; zc): Finally, dipping entails bringing a fork
containing a food item into the centérc;y.;z:) of a
small dish containing sauce. We initially orient the fork
with tines horizontal to the plate to avoid the food item

GPT-4V outputs a list of semantic labdisthat are present,
(i.e., It ['fettuccine’, 'chicken’, ‘broccoli’] )
along with their corresponding categories (i.e., ¢t = |mmediately following each of these actions, the robot moves
[noodles’ ;‘meat/seafood’ ;‘vegetable’ ;‘cuttable’ ]).  the fork tines in a scooping motion by actuating the utensil's
These categories are relevant for associating the approprigteh joint. The resulting horizontal fork helps prevent items
skill to each food item for bite acquisition. We then pasgom slipping off the fork after being picked up.

the recognized semantic labels to GroundingDINO [38], 2y pre-acquisition skills:When the above acquisition skills
an open-vocabulary VLM, for bounding box detection. Fogre not immediately feasible due to occlusion from other items
each bounding box, we use SegmentAnything (SAM) [39r the anticipated amount of food to be picked up being
to rene these bounding boxes into segmentation masksyf cient, we employ a number of auxiliary strategies which
fmg;mg;:::;mPg for all D items detected. we refer to aspre-acquisitionskills. These actions do not
Skill Library The segmented representations of food wairectly pick up food but rearrange or manipulate items to

slipping off the utensil during dipping.






A signi cant challenge in this integration is ensuring thathocolate dipping sauce, as well as a dessert plate of a whole
food, particularly semi-solid items such as mashed potatdesnana, brownie bites, and chocolate dipping sauce.

or noodle-like items such as spaghetti, does not spil! while ifser Study Design:We evaluate FLAIR's ability to cater to
moves from above the plate to the pre-transfer pose infront @fe; preferences via a two-phase user study across 42 individ-
the mouth. Prior works with non-actuated utensils [43] use s without mobility limitations (Ages: 19-64, Genders: 22F,
MPC-based approach to generate robot trajectories that cog). In the rst phase, we present participants with a survey
strain the orientation of the_ utensil to remain upright. Howeveéhowing images of all 6 evaluation plates, and solicit their
these methods often require complex tuning and can be propgyral language preference over how they would prefer to be
to getting trapped in local minima. Our feeding utensil ( fbd each plate. In the survey, we specify the capabilities of
enables us to uniquely circumvent this challenge. We leveragg; skill library to the participants of our user study, and ask
its roll () and pitch () degrees of freedom, distinct frominem to note preferences over their preferred order of bites, or
the robot's own degrees of freedom, to consistently keep tBgirings of food items with sauces. Details on the reported user
fork‘; tines horlzo_ntal regardless of the robot's motion. Wgaferences are provided in the Appendix. Since evaluating
continuously monitor the robot's end-effector pose at 10 Hzych submitted preference across all of the plates and baselines
and adjust the feeding utensil's joints accordingly, ensuringj@ not scalable, we cluster the submitted preferences into
smooth and spill-free transfer of food to the user's mouth. 5mmon shared responses via LLM summarization (GPT-4V).
We focus on cases where users have either no preference or
strong preferences, as slight preferences are not informative

We evaluate the effectiveness of FLAIR for feeding diversier comparing method behaviors. Thus, we speci cally prompt
plates each containing various types of food items. We r&PT to lter for strong preferences (i.e. "Always feed me
conduct a user study to assess FLAIR's ability to perform longiternating bites of X and Y' or "Please do not feed me X') and
horizon bite acquisition of in-the-wild plates, while adheringroup them accordingly. For each of the six plates, we then
to user preferences and ef ciently feeding bites. For all aevaluate our system on the 2 most popular strong preferences
quisition experiments, we interchangeably use 2 Kinova GeaBmmarized per plate, as well as a ‘| have no preference'
arms (one 6-DoF, and another 7-DoF), and a 7-DoF Fran&etting for completeness.
Emika Panda. We then ablate our hierarchical task plafiner We hypothesized the following:
against various state-of-the-art baselines [3, 39, 57]. Finally,, H1: Compared to the Preference-Only baseline, FLAIR's
we evaluate the real-world ef cacy of our system for feeding  consideration of ef ciency in bite sequencing will lead to
a complete plate to a care recipient with mobility limitations.  more number of bites across all settings.

] o ] o H2: Compared to the Ef ciency-Only baseline, FLAIR's

A. Bite Acquisition Experiments consideration of user preferences in bite sequencing in
Baselines:FLAIR presents a unique approach of taking into  presence of strong preferences will lead to more perceived
account both preference and efciency considerations for adherence to preferences, and more human-like feeding,
bite sequencing. This naturally begs the question of how an rated based on the statement “This method is similar to
Ef ciency-Only or Preference-Onlypproach would compare. the strategy | would use to feed myself.”
We implement an Ef ciency-Only baseline which greedily ¢ H3: Compared to the Ef ciency-Only baseline, FLAIR's
selects the next bite as the item which requires the least consideration of commonsense reasoning in bite sequenc-
number of pre-acquisition and acquisition skills for pickup ~ing in the absence of preferences will lead to more
in the current instant, as dictated by the task plagfiér; )j. perceived adherence to bite variety and common food
The Preference-Only baseline is identical to FLAIR in imple-  item pairings, and more human-like feeding.
mentation, but notably omits ef ciency scores when promptinghis user study was approved by the Institutional Review
the LLM to generate a next bite. This encourages the LLBoards of both Cornell University and Stanford University.
to only r_espect a L_lser‘s p_reference without consideration fgg g Pickup Results: displays the results of food
how ef cient a particular bite may be. In the case that a usgf s over time across methods in the no preference scenario.
has no preference for feeding, we refer to the Preference-OQly rqvide additional results for food pickup ef ciency for all
baseline asommonsense-Only. methods averaged across all plates (both strong preferences
Evaluation Plates: We consider an evaluation suite of 6 di-and no preferences) in Appendix, noting a similar trend.
verse plates of food spanning a wide range of food categori€aje to its consideration of efciency in bite sequencing,
visualized in . We include 2 in-the-wild noodle dishes: BLAIR executes a greater number of pickup skills compared
spaghetti and meatballs plate which is a prepared frozen m&alPreference-Only, validatingd1l. This is because when
from a grocery store, and a fettuccine alfredo dish with chickéaced with multiple valid candidate bites, FLAIR, informed
and broccoli ordered from Applebee's via Doordash. We alsaith ef ciency scores for each bite, is able to choose the
consider 2 homemade semisolid dishes: mashed potatoes Wite that optimizes for efciency. In contrast, Preference-
sausage, and oatmeal with strawberries. Lastly, we evaluateGuly randomly selects one bite from this set, often leading
appetizer plate of strawberry, watermelon, celery, ranch, atalinef cient acquisition trajectories ( ). The efciency

IV. EXPERIMENTS






