
Fig. 4. Visualization of V̂ with different linear velocities and 2D positions
relative to the 3 �xed obstacles. The angular velocities are set to zero, and
the relative goal commands are set to 5 m ahead of the robot. The grey
circles represent the obstacles, and the colors represent the values of V̂ at
corresponding 2D positions. The �rst row presents the RA values trained
with the softened failure function ζ, while the second row uses the raw one
in Equation (19). Without softening ζ to approach the Lipschitz continuity,
the value estimation fails to indicate collisions on the sides of obstacles and
has local minima in front of the obstacles, compromising safety.

C. Using RA Values for Recovery

RA values provide a failure prediction conditioned on the
agile policy, and we propose to use RA values to guide
the recovery policy. To be speci�c, the robot decides the
optimal twist to avoid collisions using the RA value func-
tion, and employs the recovery policy to track these twist
commands. The recovery policy is triggered as a back-up
shielding policy if and only if V̂ (oRA) � Vthreshold. We set
Vthreshold = � 0.05 to compensate for learning errors without
causing over-conservative shielding.

During recovery, we assume that the recovery policy is well-
trained so that the robot twist is close to the command

twc = [vc
x , vc

y , 0, 0, 0, ω c
z ], (20)

and the robot should try to get closer to the goal if its twist is
safe given the goal and the exteroception. Therefore, the twist
command is obtained from the optimization:

twc = arg min dfuture
goal s.t. V̂ ([twc; Gc

x;y ; R]) < V threshold, (21)

and dfuture
goal refers to the approximate distance to the goal after

tracking the twist command for a small amount of time δt =
0.05 s. This is calculated based on the linearized integral of
the robot displacement in the base frame:

δx = vc
x δt � 0.5vc

y ω c
z δt 2,

δy = vc
y δt + 0.5vc

x ω c
z δt 2.

(22)

In our practice, gradient descent with a Lagrangian multiplier
on the constraint can solve Equation (21) within 5 steps when
initialized with the current twist, thereby enabling real-time
deployment. A visualization of the twist optimization process
is given in Figure 8 where the searched twist consistently
satis�es the safety constraint (i.e., V̂ < Vthreshold).

VI. LEARNING RECOVERY POLICY

The recovery policy is intended to make the robot track a
given twist command as fast as possible so that it can function
as a backup shielding policy, as mentioned in Section V.

A. Observation Space and Action Space

The observation space of the recovery policy differs from
the agile policy in that it tracks twist commands and it does
not need exteroception. The recovery policy’s observation oRec

consists of: the foot contacts cf , the base angular velocities ω ,
the projected gravity in the base frame g, the twist commands
twc (only non-zero variables), the joint positions q, the joint
velocities q̇, and the actions a of the previous frame.

The action space of the recovery policy is exactly the same
as that of the agile policy: the 12-d joint targets. We also use
an MLP as the policy network.

B. Rewards

Similar to the agile policy, the reward functions for the
recovery policy also consist of three parts: the penalty re-
wards, the task rewards, and the regularization rewards. The
regularization rewards and the penalty rewards remain the
same, except that we allow knee contacts with the ground
for maximum deceleration (e.g., Figure 1 (a)).

The task rewards are for twist tracking:

r task = 10 � r linvel � 0.5 � r angvel + 5 � r alive � 0.1 � r posture, (23)

i.e., a term for tracking vc
x and vc

y , a term for tracking ω c
z , a

term for staying alive, and a term for maintaining a posture to
seamlessly switch back to the agile policy.

To be speci�c, we have

r linvel = exp

"

�
(vx � vc

x )2 + (vy � vc
y )2

σ 2
linvel

#

, (24)

where we set σ linvel = 0.5 m/s. For the angular velocity,

r angvel = kω z � ω c
zk2

2, (25)

which provides a softer landscape near the command than
r linvel. The alive term is simply

r alive = 1 � 1(alive). (26)

The posture term is

r posture = kq � q̄reck1, (27)

where q̄rec is a nominal standing pose with low height allowing
the robot to switch back to the agile policy seamlessly.

C. Training in Simulation

The simulation settings for training the recovery policy are
similar to those for the agile policy. The differences lie in:

1) Domain Randomization:The observation noises and the
dynamic randomization do not change. The episode length
is changed to 2 s, and there are randomized initial roll and
pitch angles subject to U(� π/ 6, π/ 6) rad. The randomization
ranges are also changed for initial vx � U (� 0.5, 5.5) m/s
and initial ω � U (� 1.0, 1.0) rad/s. These changes better
accommodate the states that can trigger the recovery policy
during the agile running. The ranges of sampling commands
are vc

x � U (� 1.5, 1.5) m/s, vc
y � U (� 0.3, 0.3) m/s, and

ω c
z � U (� 3.0, 3.0) rad/s.


